
SENTIDO: A Word Sense Induction Model for
Portuguese

José Pedro de Almeida Arvela
Instituto Superior Técnico

jose.pedro.arvela@tecnico.ulisboa.pt

ABSTRACT
With the exponential growth of data published, processing
this data automatically ever more necessary. Word Sense
Disambiguation (WSD) is a fundamental component of this
processing, but it is not possible without a rich sense inven-
tory. Word Sense Induction (WSI) tries to solve this prob-
lem by clustering words which occur together frequently
in non-annotated corpora. This project, SENse Through In-
DuctiOn (SENTIDO), attempts to solve this problem for the
Portuguese language using a graph-based algorithm.
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1 INTRODUCTION
In human languages, it is possible that the same word has
di�erent meanings according to the context in which it is
used. For example:

(a) She shot the arrow using her bow.
(b) He tied the bow of the gift.

In these two sentences, the word bow means di�erent
things. In sentence (a), it is used as a hunting tool, while
in sentence (b), it is a ribbon. To be able to do some tasks
in Natural Language Processing (NLP), machines need to be
able to di�erentiate between the di�erent meaning of the
same word in each use.

This problem a�ects, among other NLP tasks, Machine
Translation (MT), Information Retrieval (IR) and content cate-
gorization [14]. Taking an example from MT, the Portuguese
word laço can be translated in various di�erent English words
depending on context. It can be translated into ribbon or it
can be translated as the bond between two people.

(a) Ela atou o presente com um laço.
She tied the gift with a ribbon.

(b) Há um forte laço entre eles.
There is a strong bond between them.

A system which naïvely uses the Most Frequent Sense
(MFS) of a given word, as found in a semantically annotated
corpus, may improperly translate or categorize this word

when it is used outside of its most common context or in a
di�erent corpus.

To deal with this problem, it is necessary to identify the
speci�c meaning of a word based on its context. This process
is called Word Sense Disambiguation (WSD) [14]. It requires
both sense inventories and large amounts of sense-tagged
corpora to function e�ciently. As a result, under-resourced
languages need to deal with greater hardships to be able to
achieve satisfactory results [15].

A solution to the lack of resources is to automatically iden-
tify the meaning of words in their given context, without the
requirement of manually annotated data. This is called Word
Sense Induction (WSI) [2]. Most WSI models rely on word
co-occurrence to determine the main senses a word may have.
Syntactic dependencies between words are seldom used.

The goal of this project is to investigate the feasibility of
creating a WSI model for the Portuguese language, which
would be capable of using syntactic dependency information
to determine the main senses a word may have. Furthermore,
this project looks into evaluating the quality of this new model
against the MFS baseline.

Additionally, this project presents the results of this in-
vestigation in a project called SENse Through InDuctiOn
(SENTIDO). SENTIDO is a WSI and WSD model which infers
the possible senses of a word from sense-untagged corpora
based its syntactic relations with its context; and, given a
word and its context, the system disambiguates between the
previously inferred senses.

2 STATE OF THE ART
Distributional Semantic Models (DSMs) discover word senses
from text. These are based on the Distributional Hypothesis,
which is based on the idea expressed by the famous quotation
‘You shall know a word by the company it keeps’ [6]. That is,
words are semantically similar if they appear in similar docu-
ments, similar context windows or similar syntactic contexts
[19].

Statistical and vector space methods DSMs are based on
statistically or geometrically oriented probability distribution
models [19]. Some of these include Clustering By Committee
(CBC) [16] and HERMIT [8].
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In graph-based models, the meanings of a word are repre-
sented by a weighted and undirected co-occurrence graph.
The nodes (or vertices) of the graph are the words which occur
in the corpus and the transitions (or edges) are co-occurrences,
with the weight of the edge describing the number of times
that co-occurrence exists. Two words are said to co-occur if
they both occur within the same context.

These models are based on the idea that co-occurrence
graphs have the properties of small world networks [20], that
is, most nodes are not neighbours to one another, but most
nodes can be reached by a small number of steps, as shown
in Figure 1. These properties then allow to search for highly
interconnected bundles of co-occurrences, that is, high density
components, which correspond to the senses being searched.

Figure 1: An example of a small world network.
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Some of these include A Graph Model for Unsupervised
Lexical Acquisition [21], Graphs of Collocations [9] and the
UoY model [10].

3 ARCHITECTURE
In this section, the architecture of the WSI and WSD system
is presented, as well as its articulation with the Statistical and
Rule-Based Natural Language Processing Chain (STRING)
NLP system.

The architecture of this system consists of four compo-
nents:

(1) a corpus pre-parser, which prepares the corpus being
used to be processed by STRING;

(2) the co-occurrence extractor from Correia [5];
(3) a graph constructor and clustering algorithm;
(4) a word sense disambiguation module.

The data �ow is represented in Figure 2. The processed
text from STRING goes through a modi�ed implementation
of the co-occurrence extractor from Correia [5], which stores
the co-occurrence word-pairs along with their frequencies
and association measures’ corpora’s values in a database.

Figure 2: The progression of data as it evolves through the
architecture
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Co-occurrence Extraction and Storage
Syntactic co-occurrences are extracted using the work by
Correia [5]. Additionally, this work uses the named entities
obtained from Xerox Incremental Parser (XIP). If the word in
a co-occurrence is a named entity, the lemma of the word is
attributed the appropriate category (for example, the word
Pedro is identi�ed with the lemma INDIVIDUAL).
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The co-occurrences are then stored in an SQLite database,
using the Entity–Relationship (ER) model in Figure 3, adapted
from Correia [5], with minor changes to keep information of
all the sentences used (in the Context entity) instead of only
20 randomly selected sentences for each co-occurrence.

Additionally, the relationship Exempli�es is replaced with
Occurs, which associates all Co-occurrence aggregations with
all the respective Contexts where they occur.

Graph Generation and Clustering
For a target word w , a query to the database is made to ob-
tain the word pairs and association measure values of all
co-occurrences which occur in the same contexts as w . After
�ltering all co-occurrences which do not reach the minimum
threshold value of the association measure being used, the
co-occurrences are saved in a graph structure.

To ensure that only words directly related to w remain, a
breadth-�rst search is made starting from the target word.
Only the nodes which were visited during this process are
kept in the �nal graph.

After the graph is generated, a graph clustering algorithm
is run against it, and the resulting senses are stored.

Sense Disambiguation
To disambiguate senses of a target word w from a given con-
text c , the co-occurrences from c are extracted and used to
generate the co-occurrence cluster for the context, Ci .

Then, for each inferred sense clusterCj ofw , the Separation
betweenCi andCj is calculated according to Equation 1 [7], in
which proximity is de�ned as the weight of the co-occurrence
in the inferred sense graph.

separation(Ci ,Cj ) = 1 −
*..
,

∑
x ∈Ci
y∈Cj

proximity(x ,y)

|Ci | × |Cj |

+//
-

(1)

The cluster Cj with the lowest separation score compared
to Ci is then considered the most likely sense of the target
word w .

4 IMPLEMENTATION
Corpora Pre-Parse
Two corpora were chosen to be used in this project, the
CETEMPúblico corpus [17], and a dump of the Portuguese
edition of Wikipedia1. Each corpus used its own syntax to
describe its contents. As STRING only parses plain text sen-
tences, the additional meta-data provided was either removed
or adapted for parsing by STRING.

1https://en.wikipedia.org/wiki/Wikipedia:Database_download, last accessed
on 21st June 2017.

CETEMPúblico. CETEMPúblico was provided in Standard
Generalized Markup Language (SGML) format with the fol-
lowing tags:
ext Extract (usually composed of two paragraphs);
p Paragraph;
s Sentence;
t Title;
a Author;
li List element.

To parse it, a Python script was designed, which parses it as
Extensible Markup Language (XML) using a parser that gen-
erates the Document Object Model (DOM) Element Tree incre-
mentally. Tags considered irrelevant were ignored, and tags
with special meanings, such as the ones setting the bound-
aries of a sentence, paragraph or excerpt were replaced with
unique plain text identi�ers.

Because the corpus was in SGML format and not XML, a
few replacements were made before feeding each line to the
parser to make sure that the parser would only be fed valid
XML. These made sure that attributes were quoted and that
all elements had an opening and closing tag.

Wikipedia. After obtaining the Wikipedia dump, a tool
called WikiExtract2 was used to convert the obtained XML
into mostly plain text �les.

Further cleaning was executed, in which all possible invalid
XML or possible leftover tags were found using a regular
expression, added to a list, and removed automatically.

At last, document boundaries and paragraphs were re-
placed with unique plain text identi�ers which can be recog-
nized even after being parsed by STRING.

Co-occurrence Extraction
To obtain the co-occurrences, the extractor created by Correia
[5] was used, but it had to be adapted because it had been de-
veloped under di�erent requirements and conditions distinct
from the ones necessary for this work. These adaptations are
described below.

Storage Model. To be able to provide all the required in-
formation to the graph construction algorithm, the model
used to store the information had to be modi�ed. A new ER
was designed, as shown in Figure 3, and used to generate the
relational model used in the database.

All tables have their own id, used as the primary key, with
the previous primary key being set with a UNIQUE constraint.
The new id primary key is used to reference to a given table’s
line in other tables. This helped to reduce the space occupied
by repeated references to text-based primary keys.

2https://github.com/attardi/wikiextractor, last accessed on 21st June 2017.
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Figure 3: The Entity–Relationship model used to store the information in the database
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Parsing XIP files. The XIP �les were being parsed as XML
using Java’s W3C-based DOM parser3. This parser loads the
�le in memory and creates the DOM-like tree structure from
there.

This implementation was having problems with larger �les,
on the range of 100MB and larger, taking exponential amounts
of time to perform the most basic operations.

The existing DOM parser was thus replaced with a pull-
parser. This reads the �le sequentially and, as new tags are
found, such as the start or the end of an element, an event is
generated, with only the contents pertaining to it.

The pull-parser has an O (1) memory usage for parsing, as
only the currently parsed segment needs to stay in memory
while the document structure is built.

On top of the XML pull parser, a basic stack is used to
keep track of what is the current element and depth in the
document. The name of the current tag is pushed to the stack
when a start event is emitted, and the top element is popped
when an end event is emitted.

With the events and the stack, a state machine is used,
which is responsible for deciding the next action in the con-
struction of the XIP document in memory.
3https://docs.oracle.com/javase/8/docs/api/org/w3c/dom/
package-summary.html, last accessed on 6th August 2017

Populating the Database. After parsing the XIP �les, the
dependencies are extracted and added to the database as co-
occurrences. First an INSERT is attempted, if it fails due to
UNIQUE violations, the existing entry is updated with the new
information.

After all co-occurrences are added to the database, the
values of the association measures are updated in batches of
2,000 at a time. To prevent slowdowns while waiting to read,
a cache of read values from the database is used to prevent
reading multiple times the same value from the database,
allowing to reduce considerably the time taken to populate
the values of the association measures.

Sense Induction
Given a target word w , a query to the database is made to
obtain all co-occurrences that happen in the same context as
co-occurrences with w as either the �rst or second word, as
in Listing 1.

The resulting set of rows consists of all co-occurrences
happening in the same context asw . These are then assembled
into a graph, in which all the nodes represent the words from
the set, and the edges represent the co-occurrences of that
same set.
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SELECT Coocorrencia .*,

p1.palavra AS p1lemma ,

p1.classe AS p1class ,

p2.palavra AS p2lemma ,

p2.classe AS p2class

FROM Coocorrencia

INNER JOIN CoOccurrenceContexts ON

Coocorrencia.id =

CoOccurrenceContexts.cooccurrence

INNER JOIN Palavra AS p1 ON Coocorrencia

.idPalavra1 = p1.idPalavra

INNER JOIN Palavra AS p2 ON Coocorrencia

.idPalavra2 = p2.idPalavra

WHERE CoOccurrenceContexts.context IN

( SELECT CoOccurrenceContexts.

context

FROM CoOccurrenceContexts

INNER JOIN Coocorrencia ON

CoOccurrenceContexts.

cooccurrence = Coocorrencia.id

WHERE Coocorrencia.idPalavra1 = ?1

OR Coocorrencia.idPalavra2 = ?1)

Listing 1: SQL Query to extract all co-occurrences in
same context as the target word

All co-occurrences in which the association measure’s
weight is lower than a pre-speci�ed threshold are then re-
moved from the graph.

A breadth-�rst search is then applied, starting from w , to
ensure that only nodes directly connected tow by any number
of steps remain in the graph. This eliminates nodes and co-
occurrences not connected to the graph at all, coming – for
example – from dangling co-occurrences that were previously
connected through a path removed in one of the previous
steps of the generation.

The resulting graph is �nally clustered using the Chinese
Whispers (CW) algorithm [4].

Sense Disambiguation
To be able to perform disambiguation, additional changes had
to be done to the co-occurrence extractor in [5]. The extractor
had merged together the logic to extract the co-occurrences
and the code to write them in the database. To make the
extractor usable for the task of disambiguation, a separation
of the code to write in the database and the logic of extracting
the co-occurrences was performed.

Having applied those changes, the disambiguation for a
target word w and a context c starts by using the modi�ed

extractor to obtain all word co-occurrences in c . These are
considered the cluster of co-occurrences of the word w in
context c .

To discover which of the induced senses s is the most likely
to be in use, each one of them is compared to the cluster of co-
occurrences from the context using the measure of separation
de�ned in Equation 1. The cluster with the lowest separation
is considered the most likely sense of the word in the given
context.

Avoiding Duplicated Calculations
As many of these steps can take considerable amounts of
time, it is desirable to avoid repeating them as often as it is
possible. As a result, most of the execution pipeline of the
code was adapted to read and write from �les as often as
possible, allowing the project to use these �les as a cache for
calculated operations.

The format chosen was a subset of Comma Separated Val-
ues (CSV) �les, in which each element was a row and each
property was a column. Each time an extensive operation
is concluded, such as obtaining the co-occurrences in the
context of a word, or generating the clusters for a word using
a given set of parameters, the results are saved in the CSV
�le. If that same set of data is required later on, instead of
re-calculating it from scratch, the information is obtained
from the existing �le.

5 EVALUATION
Evaluation Methodology
The evaluation is composed of two methods, an unsupervised
evaluation and a supervised evaluation. The unsupervised
evaluation is used to assess the resulting clusters’ similarity to
the Golden Standard (GS) senses. The supervised evaluation
is used as an application-oriented assessment of the resulting
clusters in the task of WSD.

Unsupervised Evaluation. In this evaluation method, the set
of resulting clusters is compared to a GS. This comparison
is made by evaluating the clusters’ homogeneity and com-
pleteness [11]. Homogeneity refers to the degree that each
cluster consists of data points primarily belonging to a sin-
gle GS class. Completeness refers to the degree that each GS
class consists of data points assigned to a single cluster. To
evaluate homogeneity and completeness, the F-score and the
V-measure will be used.

Given a particular GS sense дsi of size ai and a cluster c j
of size aj , the F-score of дsi and c j is the harmonic mean
of its precision and its recall, as de�ned in Equation 2 [2].
Precision of a class дsi with respect to cluster c j is the num-
ber of common instances divided by total cluster size, i.e.
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P (дsi , ci ) =
ai j
aj

. The recall of a class дsi with respect to clus-
ter c j is the number of common instances divided by total
sense size, i.e. R (дsi , c j ) =

ai j
ai

.

f (дsi , c j ) =
2P (дsi , c j )R (дsi , c j )
P (дsi , c j ) + R (дsi , c j )

(2)

The F-score of a class дsi is the maximum F-score obtained
at any cluster, as according to Equation 3. The F-score of
the entire clustering solution is the weighted average of the
F-scores of each GS, as in Equation 4, whereq is the number of
GS senses and N is the total number of target word instances.

F (дsi ) = max
c j

f (дsi , c j ) (3)

FS =

q∑
i=1

|дsi |

N
F (дsi ) (4)

The F-score measures both homogeneity (precision) and
completeness (recall). However, the F-score su�ers from the
matching problem, by not evaluating the entire membership
of a cluster [18]. This is due to the F-score not considering
the components of the clusters beyond the majority class.
Furthermore, the F-score penalises systems for getting the
number of GS classes wrongly [11].

Thus, to complement the F-score, the V-measure is also
used. V-measure is an entropy-based measure that explic-
itly measures how successfully the criteria of homogeneity
and completeness have been satis�ed [18]. Just as precision
and recall are combined to form the F-score, homogeneity
and completeness are combined using the harmonic mean to
compute the V-measure.

For the homogeneity criterion, a clustering must assign
only the data points of a single class to a single cluster. That
is, the class distribution of each cluster should be skewed to
a single class, zero entropy [18]. In a perfectly homogeneous
case, H (GS |C ) = 0 and in an imperfect situation, this value is
dependent on the size of the dataset and distribution of class
sizes. Therefore, the V-measure normalizes this value by the
maximum reduction in entropy the clustering could provide,
H (GS ), resulting in Equations 5, 6, and 7.

h =




1, if H (GS,C ) = 0

1 −
H (GS |C )

H (GS )
, otherwise

(5)

H (GS ) = −
|GS |∑
i=1

∑ |C |
j=1 ai j

N
log
∑ |C |

j=1 ai j

N
(6)

H (GS |C ) = −
|C |∑
j=1

|GS |∑
i=1

ai j

N
log

ai j∑ |GS |
k=1 ak j

(7)

Symmetrically to homogeneity, for the completeness crite-
rion, a clustering solution must assign all the datapoints of
a single class to a single cluster. This can be evaluated by
calculating the conditional entropy of the proposed cluster
distribution given the class of the component data points,
H (C |GS ). In a perfectly complete case, H (C |GS ) = 0 and in
the worst case scenario each class is represented by every
cluster with a distribution equal to the distribution of clus-
ter sizes, H (C |GS ) is maximal and equals H (C ). Therefore,
adding a way symmetric to that used for homogeneity, the
V-measure de�nes completeness as in Equations 8, 9, and 10.

c =




1, if H (C,GS ) = 0

1 −
H (C |GS )

H (C )
, otherwise

(8)

H (C ) = −
|C |∑
j=1

∑ |GS |
i=1 ai j

N
log
∑ |GS |

i=1 ai j

N
(9)

H (C |GS ) = −
|GS |∑
i=1

|C |∑
j=1

ai j

N
log

ai j∑ |C |
k=1 aik

(10)

Based on these calculations of homogeneity and complete-
ness, the V-measure of a clustering solution is then computed
using the weighted harmonic mean of homogeneity and com-
pleteness, according to Equation 11, in which if β is greater
than 1 completeness is weighted more strongly and if less
than 1 homogeneity is weighted more strongly.

Vβ =
(1 + β )hc
(βh) + c

(11)

Although the V-measure does not increase monotonically,
it is known to tend to favour systems producing a higher
number of clusters than the number of GS senses [12]. With
this in mind, both the F-score and the V-measure are used
for this evaluation method, as the F-score penalises systems
when they produce a di�erent number of clusters from the
number of GS senses.

Additional measures for unsupervised evaluation include
entropy and purity. Entropy measures how various classes
of objects are distributed within each cluster. Generally, the
smaller the entropy, the better the clustering algorithm per-
forms. On the other hand, Purity measures the extent to
which each cluster contains objects from primarily one class.
The larger the purity, the better the clustering algorithm per-
forms. A formal de�nition of these measures is available in
[22]. However, as both of them evaluate only the homogene-
ity of a clustering algorithm, disregarding completeness [11],
they will not be considered in this evaluation.
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Supervised Evaluation. In the supervised evaluation method,
the target corpus is split into a testing and training part. The
training part is used to map the automatically induced clus-
ters to GS senses [1]. After that, the testing corpus is used to
evaluate the clustering resulting in a WSD setting.

Suppose there are m clusters and n senses for the target
word. M is the set of probabilities of words belonging to
clusters, M = {mi j }, 1 ≤ i ≤ m, 1 ≤ j ≤ n and each mi j =

P (дsj |ci ), that is,mi j is the probability of a word sense j given
it that has been assigned to a cluster i . This probability can
be computed counting the times an occurrence with sense j
has been assigned to cluster i in the train corpus.

The matrix M is then used to transform any cluster score
vector h returned by the algorithm into a sense vector s . This
is done by multiplying the score vector by the matrix M , that
is, s = hM .

The mapping matrix M is used in order to convert the
cluster score vector h of each test corpus instance into a sense
score vector s , and then assign the sense with maximum score
to that instance.

As the algorithm always returns an answer, its recall is of
100% in all cases, there are no false negatives as there are no
negatives at all. So the algorithm only needs to be evaluated
according to its precision [1].

Test Corpus
To evaluate the project, the corpus from [3] was used. This
was a 290K word fragment of the PAROLE corpus [13], with
each verb instance manually annotated with its ViPEr class
and reviewed by linguists. The splitting used for evaluation
was to use the whole corpus for training, except for the sen-
tence being evaluated.

Parameter choosing
The graph partitioning algorithm chosen was CW, as the
other option, MaxMax, has a tendency to generate many
�ne-grained clusters [7].

The Normalized Pointwise Mutual Information (NPMI) and
the logDice association measures were chosen as due to their
normalized scores, which allow to use the same parameter
between di�erent words while keeping the same underlying
meaning. The NPMI association measure was tested with
minimum thresholds of 0.0, 0.25, 0.5, and 0.75, ranging from
each word being at best independent of the other up to both
occurring mostly together. The logDice association measure
was tested with minimum thresholds of 0.0, 2.5, 5.0, 7.5, and
10.

Unsupervised Evaluation
The results of the unsupervised evaluation (Table 1) show
that all tests scored poorly in F-Score, while MFS had a result

Table 1: Results of the unsupervised WSI evaluation.

Alg. Assoc. Thres. Fs. (%) Vm. (%) # Cls.
CW logDice 0.0 1.95 33.62 147.3
CW logDice 2.5 1.80 33.46 252.2
CW logDice 5.0 2.46 29.60 259.7
CW logDice 7.5 2.70 18.26 48.8
CW logDice 10.0 0.83 3.33 0.1
CW NPMI 0.0 2.34 30.97 76.5
CW NPMI 0.25 1.69 34.37 380.1
CW NPMI 0.5 0.72 9.80 0.2
CW NPMI 0.75 0.00 0.00 0.0
MFS — — 83.36 0.37 1.0

on average of 83.4%. In the V-Measure, results varied from
0.0% for the lowest values up to 34.4% for the highest. Not
counting the most restrictive threshold of logDice and NPMI,
all tests had better results than MFS, which scored 0.4% in
V-Measure.

Another thing which is possible to see if that not enough
points are available to form a meaningful view of the contexts
when the threshold is too high, resulting in no clusters at all
and giving poor results.

When evaluating the number of clusters, it is possible to
see that most tests might have been penalised due to the high
number of clusters they had compared to the average number
of GS senses.

Supervised Evaluation

Table 2: Results of the supervised WSD evaluation.

Algorithm Assoc. Threshold Precision (%)
CW logDice 0.0 5.37
CW logDice 2.5 0.00
CW logDice 5.0 8.27
CW logDice 7.5 10.10
CW logDice 10.0 2.55
CW NPMI 0.0 0.22
CW NPMI 0.25 2.65
CW NPMI 0.5 0.00
CW NPMI 0.75 0.00
MFS — — 65.74

The results on supervised WSD (seen in Table 2) were
very poor overall. None of the tests were able to surpass the
results of MFS, with a precision of 65.7%. The highest result
was using logDice with a threshold of 7.5, which reached a
precision of 10.1%.
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Result interpretation and evaluation
Overall, the tests had poor results. In all examples MFS was
able to achieve better results, showing the project is not ready
to be used for disambiguation.

The high number of clusters obtained (on average above
the hundreds) shows that the results are too �ne-grained to
be able to properly match them to the senses one is trying to
disambiguate.

Further inspection into speci�c graphs of some words, such
as the graph for the word vingar (Figure 4) can further explain
the obtained results.

Figure 4: Image of the induction graph for the word vingar,
using the CW algorithm and the NPMI association measure.
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The �rst noticeable thing is that the graph includes a few
words with spelling errors, such as the nodes natambém and
estratrégia. The second noticeable thing is that although the
work by Correia [5] identi�es named entities and replaces
their lemmas with their categories, many of the words in the
graph are named entities which were not recognized as such
by STRING. This can be seen in nodes such as Windsor and
Shrek, and adds noise to the graph, increasing the number of
small clusters generated.

But the most noticeable thing is how sparse the graph is.
Algorithms such as CW or MaxMax require a small-world
network with several high-density areas to be able to �nd
clusters in the graph. In a graph such as the one in Figure 4,
with the exception of the node corresponding to the target

word, no nodes have more than 2 neighbours. This under-
mines the assumptions used in graph-clustering algorithms,
and prevents the possibility of better results.

It is possible the graph is sparse because the syntactic de-
pendencies used impose a stricter relationship between the
two words than the usage of mere words which co-occur
in the same sentence or paragraph would. The stricter re-
lationship between the words changes the behaviour of the
resulting graph, which make the graph-clustering algorithms
behave poorly.

Additionally, the stricter relationship might be preventing
words that are related but do not have a syntactic relation-
ship from being included in the graph. This might make the
generated graphs unsuitable for the speci�c WSI algorithms
used in this project.

Another possible cause of the poor results might be the
absence of categories, such as PERSON, PLACE or ORG, among
others, in the algorithm used. As it is blind to the categories,
the algorithm can not make use of them to help infer the
senses of the target word.

6 CONCLUSION
This project proposed an algorithm for disambiguating the
sense of words in the Portuguese language without the need
to manually create a sense inventory or sense-tagged corpora.
Additionally, this project implemented a proof-of-concept of
this same proposal, and evaluated its results against a MFS
baseline.

One future investigation point would be to evaluate the
use of relaxed co-occurrences based on context windows,
sentences or even paragraphs, instead of the syntactic de-
pendency co-occurrences used in this project. This might
in�uence the characteristics of the generated graphs and im-
prove the performance of the graph-clustering algorithms.

Another aspect should be to investigate vector-based al-
gorithms. These might be capable of making use of the de-
pendency information provided by XIP, and might perform
better in relation to algorithms blind to this information, such
as the ones used in this project.

Additionally, it might be relevant to investigate porting the
data to a graph database engine. The traditional relational
database used requires the use of multiple JOINs to execute
the required queries. A database with a native concept of
a graph would allow to remove these JOINs and improve
execution speed.

Although the project was unable to achieve satisfactory
results in the evaluation, it was possible to pinpoint where
possible weaknesses were located. A base model was de�ned
and documented, and it can be used as a base for future
attempts at solving the challenges found.
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